
Moins d’annulations, plus de consultations



20 Avril 2025, 14h04. 

La Corniche, Marseille.



Le temps médical est trop 
précieux pour être perdu.



Le 6 Février 
2024, Le Monde 
publie un article 
choc.  
Basé sur une 
étude de l’ordre 
des Médecins… 



* 1 an plus tard, 06/02/25 sur BFMTV, le fondateur de Doctolib annonce  

50% de « no-show » en moins avec Doctolib ! Apolline de Malherbe en doute, qui a raison?

4%*



Chiffres récupérés en Octobre 2025 sur Doctolib, pour l’un de nos clients. Il calcule le vrai taux de « no-show » : 
Pour un mois donné : Nb d’Absences non excusées / Nb de Créneaux réservés puis ce taux pour les Nouveaux 
Patients (première réservation via Doctolib pour ce praticien) 



3%

EasyJet annonce un taux de no-show de 3% sur l’ensemble de ces vols en 2017. 

Mais le sur-booking aérien s’est répandu dès 1950, grâce à la loi binomiale…
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ChatGPT



Un Agent IA conversationnel, multimodal et adapté santé



Une Application d’Analyse et d’Aide à la Décision
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Abstract

We introduce Delayed Streams Modeling (DSM), a flexible formulation for stream-
ing, multimodal sequence-to-sequence learning. Sequence-to-sequence generation
is often cast in an offline manner, where the model consumes the complete input
sequence before generating the first output timestep. Alternatively, streaming
sequence-to-sequence rely on learning a policy for choosing when to advance
on the input stream, or write to the output stream. DSM instead models already
time-aligned streams with a decoder-only language model. By moving the align-
ment to a pre-processing step, and introducing appropriate delays between streams,
DSM provides streaming inference of arbitrary output sequences, from any input
combination, making it applicable to many sequence-to-sequence problems. In
particular, given text and audio streams, automatic speech recognition (ASR) corre-
sponds to the text stream being delayed, while the opposite gives a text-to-speech
(TTS) model. We perform extensive experiments for these two major sequence-
to-sequence tasks, showing that DSM provides state-of-the-art performance and
latency while supporting arbitrary long sequences, being even competitive with
offline baselines. Code, samples and demos are available at github.com/kyutai-
labs/delayed-streams-modeling.

1 Introduction

We are interested in streaming sequence-to-sequence (seq2seq) learning, i.e. predicting an output
sequence as we process an input sequence synchronously, as opposed to offline seq2seq where
inputs are recorded entirely before producing the output sequence. The latter class of offline models
was introduced for a diverse set of tasks such as handwriting recognition (Graves et al., 2013),
automatic speech recognition (ASR) (Graves et al., 2013) or machine translation (Bahdanau et al.,
2015; Sutskever et al., 2014), by designing modality-dependent input encoders, typically coupled
with a text decoder (Hochreiter & Schmidhuber, 1997). Although this asymmetry between input
processing and output generation facilitated the adoption of this framework in many tasks, it also led
to a divergence of model architectures across modalities. As an example, a Tacotron text-to-speech
(TTS) model (Wang et al., 2017) would differ from an ASR model such as LAS (Chan et al., 2016).
The advent of decoder-only Transformers (Vaswani et al., 2017; Radford et al., 2018) for text language
modeling reduced the gap between input and output processing by allowing a single model to process
a simple concatenation of tokens. In parallel, neural compression algorithms that can transform
images (Razavi et al., 2019; Esser et al., 2020) and audio (Zeghidour et al., 2022; Défossez et al.,
2023) into discrete tokens analogous to text allowed integrating these modalities along text sequences.
Thus, a decoder-only model can be used for seq2seq tasks such as ASR (Rubenstein et al., 2023),
TTS (Wang et al., 2023; Kharitonov et al., 2023), spoken dialogue (Défossez et al., 2024), visual
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C’est pas la Capitale
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